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When faced with a decision problem, the outcome will depend on two things: (1) which of the 
alternative available acts is chosen, and (2) the facts about the world over which you have no 
control, but which may influence the consequences of the action you choose (what Leonard 
Savage called ‘states’ in his classic formulation of decision theory). Bayesian decision theory is 
concerned mainly with situation in which the agent is uncertain about which action to choose 
because she is uncertain about facts beyond her control on which the value of the outcomes of 
alternative actions depend. The theory says that the rational choice is the one that maximizes the 
expected value of the act, which is a weighted average of the alternative outcomes of the act, 
weighted by the agent’s degree of belief in the alternative states of the world. To say that the 
‘state’ is beyond the control of the agent is to say that the state consists of facts that are causally 
or counterfactually independent of the alternative acts. 
 
Richard Jeffrey defined a version of Bayesian decision theory that ignored this causal structure. 
In his theory, there is a general space of possible worlds, and a probability function on it that 
represents an agent’s degrees of belief. A possible world determines “all that is the case” in that 
world: not only the facts that are not within the agent’s control (states, in Savage’s sense), but 
also the action that the agent performs. Acts are modeled as propositions (subsets of the space of 
possible worlds). The value theory gives no special status to the acts. The utility function assigns 
utilities to propositions in general in such a way that the utility of any proposition is a weighted 
sum of the expected utility of any partition of the proposition, weighted by the relative 
probability of the partition cells. That is, for example, the utility of a proposition φ will be a 
weighted average of the utilities of φ∩ψ and φ∩~ψ, weighted by Pr(ψ/φ) and Pr(~ψ/φ). The 
decision rule, when the decision problem is to choose between a set of available possible actions, 
is to choose the act-proposition that maximizes the utility of that proposition. 
 
David Lewis’s causal decision theory can be seen as a way of combining Jeffrey’s value theory 
(with its more elegant and general formulation of a theory of expected utility) with Savage’s 
decision rule.  For Lewis, as for Jeffrey, actions are represented by propositions, and the 
probabilities (credences) are defined for propositions generally. The utility of a proposition is 
defined as in Jeffrey’s theory. But Lewis’s theory, unlike Jeffrey’s, contains a notion that 
corresponds to Savage’s notion of a state: the states (which Lewis calls “dependency 
hypotheses”) are, for Lewis as for Savage, the propositions about facts that are beyond the 
control of the agent. In Lewis’s theory, the states or dependency hypotheses are represented by a 
partition of the general probability space, each proposition in the partition representing facts that 
are counterfactually independent of the alternative possible actions. Act-propositions get an 
expected utility, but the causal decision rule is not to maximize expected utility in Jeffrey’s 
sense, but to maximize a kind of expected utility defined in a different way: roughly, the causal 
expected utility of an available act is a weighted sum of the conditional expected utilities of the 
act, conditional on a dependency hypothesis, weighted by the probability of the dependency 
hypothesis. That is, for example, if K1 and K2 are the two dependency hypotheses, the causal 
utility of an act A will be Pr(K1)×u(A∩K1) + Pr(K2)×u(A∩K2).  
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Lewis’s explanation of dependency hypotheses: 
 

Suppose someone knows all there is to know about how the things he cares about do 
and do not depend causally on his present actions. If something is beyond his 
control, so that it will obtain – or have a certain chance of obtaining – no matter what 
he does, then he knows that for certain. And if it is within his control, then he knows 
that for certain. . . .Let us call the sort of proposition this agent knows – a maximally 
specific proposition about how the things he cares about do and do not depend 
causally on his present action – a dependency hypothesis (for that agent at that time).  

 
On Lewis’s formulation of causal decision theory, counterfactual conditionals play no explicit 
role. The connection is in the intuitive explanation of a dependency hypothesis. But an earlier 
formulation of causal decision theory (by Allan Gibbard and William Harper) defined causal 
expected utility by replacing conditional probability with the probability of the counterfactual.  
That is, for example, the expected utility of an act A, in Jeffrey’s value theory, will be 
u(A∩B)×Pr(B/A) + u(A∩~B)×Pr(~B/A), while the causal expected utility of A (on the Gibbard-
Harper theory) will be u(A∩B)×Pr(A£→B) + u(A∩~B)×Pr(A£→~B).  (The theory requires a 
conditional semantics that validates conditional excluded middle). If we identify Lewis’s 
dependency hypotheses will full patterns of counterfactuals for the alternative actions, we can 
see how the Gibbard-Harper theory is equivalent to Lewis’s.  If {A1, . . . An} is a partition of the 
available actions, then a dependency hypothesis for a given world will be the set of conditionals 
of the form (Ai £→B) that are true in that world. 
 
Newcomb’s problem:   
 
You are presented with two boxes, an opaque box that contains either a million euros or nothing, 
and a transparent box that contains, as you can see, a thousand euros. Your options are (ONE) to 
choose the contents of the opaque box alone, or (BOTH) to choose the contents of both of the 
boxes. The money is already in the opaque box, or not, so your choice has no influence on 
whether the money is there. But here is how it was determined whether the million was placed in 
the box: A predictor (perhaps a cognitive psychologist who has access to the result of some tests 
you have taken, before you heard about this problem.) has predicted, based on her knowledge of 
your psychological profile, what choice you would make, and put the money in the box if and 
only if she predicted that you would choose only one box. She has done this experiment many 
times with varied subjects, and has been right about 90% of the time. About half the subjects 
choose one box, and the predictor is right 90% of the time, both with those who choose one box, 
and with those who choose both. What should you do? 
 
Game theory:  
 
A game is a sequence of interacting decision problems, normally with more than one agent. The 
problems interact in that the ultimate outcome (the payoffs for the different agents) will normally 
depend jointly on the actions of the different players. 
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An extensive form representation of a game is a finite tree with the (non-terminal) nodes 
representing choice points, labeled by the player who has the choice at that point. The terminal 
nodes are labeled by a sequence of utility values for the different players, representing the payoff 
for that player in the case where the game concludes at that point. 
 
In some cases, one of the “players” is Nature, whose choices are determined by chance. When a 
node is labeled with Nature as the player, the branches from the node are labeled with probability 
values, summing to one. 
 
In some cases, different nodes for a single player are linked together in information sets, 
representing a situation in which the player is not told which of the nodes she is located at. Each 
node in an information set will have the same number of branches, and the branches will be 
linked. 
 
A game Γ in strategic form is a structure 〈N, 〈Ci, ui〉i ∈ N〉 where N is the set of players, Ci is the set 
of strategies available to player i, and uii is player ii’s utility function, taking strategy profiles to 
real numbers. (A strategy profile is a sequence of strategies, one for each player. That is, if there 
are n players in N, C = {〈c1, . . . cn〉: ci ∈ Ci}. The sets, N and Ci, are all finite. 
 
The distinction between extensive form and strategic form games is not a distinction between 
two kinds of game, but a distinction between two ways of representing a game, the second more 
abstract than the other. Von Neumann and Morgenstern introduced the idea of strategic form this 
way: Suppose the players are presented with an extensive form game and asked to decide in 
advance what move they would make at each choice point that might be reached. They know, in 
advance, what information they would have at each point, so the hypothetical decision they 
would make should be rational if and only if the decision they would make at the time would be 
rational. Suppose the players each, independently, decide on a full strategy and give it to a 
referee, who then determines the outcome. The result should be the same (assuming the players 
are perfectly rational) as it would be if they played the dynamic game in real time. 
 
While historically, game theory developed somewhat independently of Bayesian decision theory, 
more recently it has come to be seen as an application of decision theory. Even though the 
definition of a game does not specify the degrees of belief of the players, one may think of the 
game as an incomplete specification of a sequence of decision problems. One can define a notion 
of a model for a game, which will be a representation of a particular playing of the game. A 
model will includes information about the beliefs and degrees of belief of each player at each 
point in the game, and about the choices that are made, at each point, by each player (and the 
choices that they would have made at points that are not reached in that particular playing of the 
game.) A model may also include a representation of the belief revision policies of each of the 
players: how they would revise their beliefs and degrees of belief if they were to be surprised by 
the actions of one of the other players. The causal structure implicit in the representation of the 
game, and in models of it, allow us to give a more precise and substantive account of the criteria 
for selecting counterfactual possible worlds, in this specific and simplified context. 
 
But the branching time structures that are essential both to the representation of rational action in 
decision and game models, and to the representation of objective chance are in tension with the 
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thesis of determinism. The tension between determinism and free rational action is familiar, but  
there is a more general tension, brought to the surface in sematic models for conditionals, 
between determinism and counterfactuals. 
 
David Lewis asked us to consider a counterfactual that supposes that some ordinary actual event 
did not happen. Suppose I had not blinked at a particular time when I in fact did blink.  
Determinism seems to imply that the counterfactual world in which I did not blink must be one 
that either differs from the actual world at every past time, or that contains a violation of the 
actual laws of nature. Lewis argued that it is implausible to think that had I not blinked, the 
whole history of the world would have been different, and so argues that in the counterfactual 
world, there would have been a violation of the laws of nature (a small miracle).. But it also 
seems implausible to think that by blinking, I would have ensured that a law of nature was 
violated. 
 
This is a real puzzle, but it does seem, intuitively, that the distinctions concerning causal 
dependence and independence are compatible with determinism.  Consider a simple example: 
 
Alice accidentally dropped a flowerpot out of the third floor window at exactly the moment 
when Bert was passing by on the sidewalk below. It was a pure coincidence. That Alice dropped 
the pot at just that time, and that Bert was passing by at just that time have completely 
independent explanations.  It is thus clear that if Bert had left on his walk just a few minutes 
later, the flowerpot would not have landed on his head. This seems obviously true, given the 
story, even if we assume determinism. Even if the causal chains leading to the two events (the 
dropping of the pot and the passing by beneath) were independent, the total state of the world at 
any past time will determine the relevant parts of both of the causal chains.  
 
We might ask the following question about the relevant counterfactual world in which Bert left 
on his walk a few minutes later: Would the chain of causes leading to Bert leaving when he did 
have been different from what it actually was all the way back through time, or would some 
small miracle have intervened to delay him?  But this question seems irrelevant, intuitively, to 
our judgment that Bert would have avoided the flowerpot if he had left a few minutes later. What 
matters is that however that counterfactual event came about, the causal chain leading to Alice 
dropping the pot at the moment she actually dropped it would have remained the same. 
 
Lewis distinguished what he called “backtracking counterfactuals” from the standard kind. A 
backtracking counterfactual answers a question like the one that I said was irrelevant to the 
standard counterfactual. Backtracking counterfactuals naturally take the form, “If P, that would 
have been because Q.” 
 
 
 


